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http://e-lane.org/dotlrntutorial/indice.htm
http://www.uib.no/ua/dotlrn/brukermanual_eng/ch07s02.html
.LRN is not a traditional e-learning system. Its underlying architecture
is based on a highly-scalable community framework that 's ideally suited
to support teaching, research, and administration .LRN allows users and
administrators to define different kind of communities, where each community
can be equipped with different tools and resources for shared work, dialogue,
and investigation. 

.LRN "out-of-the-box" consists of a robust portal system, a comprehensive suite of collaborative applications, and an enterprise infrastructure layer based on open standards. 
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Product Design Philosophy
The .LRN system and its architecture are based on five foundational ideas. 

· Learning is inherently social and takes place most sucessfully in the context of communities. Because each learning community has its own stakeholders and needs to define its own unique set of interactions and collaborations, a learning platform must be flexible to support a diversity of learning communities. .LRN was built from the ground up as a platform for supporting "learning communities" rather than a narrow system exclusively for "course management" or "online learning ". 

· There is no "right" pedagogical model for learning. The instructor and the learner should have maximum flexibility in shaping the learning environment and the overall experience based on individual needs and the learning context. .LRN supports a variety of learning styles and modes, ranging from traditional structured learning to group collaboration.

· The source of innovation is the user, not the manufacturer. .LRN's modularity allows organizations to add new components and applications quickly and cost-effectively as they discover new needs or when their business processes change.

· Successful online communities (learning communities even more so) must provide extra-ordinary amount of feedback to participants and administrators. In most learning systems assessment is a narrow implementation of a much richer notion of interactive feedback. .LRN supports an extensible data model that accommodates rich feedback at every level of system use. 

· Every organization should be able to afford a sophisticated learning system. In looking at the total cost of ownership equation, one of the largest "hidden costs" is enterprise integration and support. Just as printer manufacturers make the lion's share of profit from toner cartridges and not the printer, commercial learning systems provide a low-cost entry point but reap large profits with "add-ons" and enterprise integration features once they have achieved "lock-in" with customers. As an enterprise-class platform, .LRN provides an investment path where organizations can focus their precious resources on people and curriculum development. 

Software Development Process 
The .LRN software development process follows two stages. At the first stage components are made available by the community and released as .LRN "compatible". .LRN-compatible code is shared by developers and institutions in the spirit of collaboration but is in various degrees of readiness or maturity. At the second stage, the most promising code is released by the consortium as "certified" code. .LRN certified code is released only after running stably in a production setting at a consortium member site and verified after a thorough review process. 

Current Release, .LRN Version 2.1.3 
The current .LRN Release 2.1.3 contains forum, file storage, calendar, news, survey, FAQ, homework dropbox, and group email. Modules for weblogs, assessment, RSS news aggregator, html editor, web powerpoint, complex survey, photo-album, and learning object repository are also available but not yet certified for release. At the infrastructure level, the current release contains provisions for both basic and external authentication, permissioning, general notifcations, internationalization, content management, and WebDAV. .LRN compatible code is also available which utilizes RSS, Web Services, Learning Object Repository System, and various components based on IMS and SCORM standards.
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Introducción

Muchas instituciones de enseñanza están utilizando sistemas de gestión que les

permiten administrar cursos con una componente virtual. Son numerosas las

motivaciones para invertir en estas nuevas tecnologías. Principalmente, la Internet les permite reducir costos, incrementar el número de alumnos, o ambas cosas. A medida que estas nuevas tecnologías se hacen más comunes, sus usuarios y principalmente losadministradores de estas instituciones han observado el valor estratégico que ellasrepresentan. Paralelamente, ante una creciente cantidad de material producido, uncreciente número de cursos on-line y un mayor número de alumnos que se registran en estos cursos, las instituciones se vuelven más dependientes de la infrastructura necesaria para realizarlos.

Los sistemas de gestión de enseñanza permiten a los alumnos realizar numerosas actividades sin tener que asistir personalmente a clases. Con un diseño pedagógico apropiado de las actividades esos sistemas pueden mejorar el proceso de aprendizaje de los alumnos. Estas actividades incluyen la posibilidad de colaborar con otros alumnos,incluso en aquellas oportunidades donde algunos de ellos no podrían asistir personalmente a una clase. Esta colaboración se puede realizar en forma sincrónica (p. ej., conversaciones on-line o chat) o asincrónica (p. ej., correo electrónico o e-mail).

Muchos de estos sistemas de gestión permiten que los alumnos mantengan sus

agendas personales, y que estas se actualicen automáticamente cuando un profesor cambia la información de sus cursos. Las agendas pueden a su vez incorporar sistemas de alertas, como mensajes de texto a teléfonos celulares (SMS) o e-mail, que mantienen a los alumnos al tanto de novedades o fechas de entrega de tareas y exámenes.

Algunas de las funcionalidades más utilizadas son aquellas que permiten a los

profesores tomar exámenes de respuesta múltiple y reducir el trabajo de administración de sus cursos. El profesor puede ofrecer a los alumnos la posibilidad de copiar sus tareas en un servidor, leer apuntes y comentar sobre los mismos, o intercambiar materiales de lectura. Empresas de software como WebCT o Blackboard, muy populares en instituciones educativas alrededor del mundo, o Aspen y Saba, sus equivalentes en el mundo corporativo, tienen funcionalidades apropiadas para sus numerosos clientes, quienes dependen de sus sistemas para la distribución de contenidos. 

Laurillard [10] ha formalizado una descripción de las posibles funcionalidades

que sale del alcance de este artículo. Otros libros [9] describen funcionalidades y modelos  de negocios para la educación virtual. Otros [14],[11],[10] han estudiado el impacto que estas tecnologías tienen en la calidad del aprendizaje, particularmente en la educación terciaria. Nuestra intención en este trabajo es describir un sistema de gestión particular y discutir sus ventajas, particularmente para instituciones con grandes requerimientos de 2 adaptabilidad o bajos presupuestos. El sistema dotLRN descripto en la sección siguiente, es un sistema de software libre que ha permitido a instituciones como el Massachusetts Institute of Technology y la Universidad de Heidelberg adaptar el sistema a sus requisitos internos, pedagógicos y de negocios. La sección que sigue describe porqué algunas de estas instituciones han elegido este sistema y como lo están adaptando a sus necesidades. 

DotLRN: Historia y Funcionalidades

Sloan School of Management, es la escuela de negocios del Massachusetts

Institute of Technology (MIT). En 1999 Sloan junto con la empresa Arsdigita (ahora parte de Redhat) iniciaron el desarrollo de un sistema de gestión que pudiese ser adaptado a sus sistemas de información internos. La primer versión llamada ACES [12] estaba basada en el Arsdigiat Community System, ahora llamado OpenACS [2],[4], [8]. Esta plataforma permitía que ACES tuviese un gran número de funcionalidades para la colaboración entre alumnos.

La arquitectura fue diseñada por ingenieros de MIT para facilitar la implementación de comunidades virtuales con un mínimo de esfuerzo, y al mismo tiempo con la suficiente capacidad de extenderse a nuevas áreas de desarrollo, incluso a aquellas que no fueron contempladas en el diseño original. Este tipo de diseño de software es comúnmente llamado Object Oriented Application Frameworks [5],[6].

La arquitectura almacena toda la información en una base de datos relacional. En el sistema original, la base de datos utilizadas fue Oracle, pero la nueva plataforma también permite utilizar Postgres, una excelente base de datos distribuida como software libre.

OpenACS implementa un modelo de datos orientado a objetos que los programadores pueden modificar. Los usuarios, o incluso administradores del sistema tienen una interface web que les permite crear departamentos y escuelas dentro de los cuales se distribuyen los cursos. Cada uno de estos cursos tiene una página creada automáticamente (“portal”) dentro de la cual aparecen todas las funcionalidades que el profesor considere importante para un curso particular. La apariencia de este portal puede ser adaptada por el profesor sin necesidad de programar. Cada usuario del sistema (Profesor, Alumno, Ayudante, Administrador, etc) tiene una página personal donde la información de todos los cursos y comunidades a las que pertenece es compilada y presentada en forma uniforme.

Estas normalmente incluyen:

• Foros de discusión. Desde allí los profesores pueden organizar actividades de

colaboración virtual, donde alumnos, auxiliares y profesores discuten algún tema

o trabajan en algún proyecto común.

• Agendas y eventos. Los alumnos y profesores tienen otras actividades que van

más allá de un curso particular, estas funcionalidades permiten “sincronizar”

agendas personales con las agendas de cursos y comunidades. La utilización de

estándares permite crear mecanismos de sincronización con herramientas

populares como iCal, MS Outlook.

• Noticias. Donde los profesores pueden anunciar o recordar a los alumnos eventos tales como exámenes, tareas, etc. 3

• Materiales. El profesor debe distribuir materiales tales como apuntes, tareas, etc.

Esta funcionalidad está fuertemente relacionada al concepto de “objetos de

aprendizaje” (learning objects, [14]) un estándar para el intercambio eficiente de

materiales educativos.

• Encuestas. Permiten a los profesores estar al tanto de las percepciones de los

alumnos sobre algún tema particular.

• Preguntas y respuestas. Las preguntas y respuestas más comunes suelen ser pocas, pero ocupan la mayor parte del tiempo de consulta de los profesores. Estas funcionalidades permiten centralizar en forma organizada este tipo de material.

• Listas de correo. Como los alumnos se anotan y borran de los cursos con

frecuencia, suele ser difícil mantener listas de correo que los profesores puedan

utilizar para comunicarse con sus alumnos. Los sistemas de gestión normalmente hacen esto automáticamente.

Figura 1: Página personal en dotLRN, también llamado portal. En esta página el usuario tiene acceso a los recursos de cada comunidad o curso al que pertenece.

Casos de estudio

Numerosas universidades han optado por dotLRN como plataforma para

administrar sus cursos. Debido a su historia, Sloan fue el motor de este proyecto durante sus dos primeros años. Hoy día, otras universidades como Heidelberg en Alemania, y Viena en Austria están invirtiendo considerables recursos en esta dirección. Heidelberg y Viena tienen aproximadamente 30.000 alumnos cada una, muchos más que Sloan, de manera que el nivel de inversión es considerable. Otras instituciones incluyen Cambridge en Inglaterra, Birzeit en Palestina, Berklee en EEUU y las tres que hemos seleccionado para este artículo: Universidad Nacional de Educación a Distancia (UNED) en España,

Universidad Galileo en Guatemala y Universidad de Sydney en Australia.

Todas estas universidades tienen mucho en común y algunas diferencias.

Obviamente algunas son extremadamente grandes y antiguas, Heidelberg es una de las más antiguas en Europa. Otras son pequeñas y nuevas, como la nueva Birzeit, única universidad en Palestina. Algunas instituciones, como Heidelberg, son universidades estatales y casi gratuitas. En forma similar a lo que sucede en muchas universidades Argentinas, Heidelberg esta buscando en Internet una solución que le permita mejorar la calidad de la enseñanza para las cohortes numerosas de primer año. En otros casos como el de Berklee College of Music, la universidad buscaba nuevas oportunidades de negocios, en particular, una infraestructura que les permitiese vender cursos, libros y otros productos on-line. Cambridge en el Reino Unido y la Universidad de Sydney lo

usan para enseñar a una fracción pequeña de alumnos (comparada con el total de alumnos de la universidad), pero han encontrado en dotLRN una herramienta muy útil para mejorar la colaboración entre sus académicos. La Universidad de Sydney lo utiliza también en sus proyectos de investigación.

Nuestra selección de tres universidades está basada en las semejanzas que existen entre ellas y universidades argentinas: con UNED y Galileo particularmente en el idioma; con Sydney la necesidad de colaboración entre sus académicos y también por el hecho que allí trabajamos los autores.

Universidad Nacional de Educación a Distancia (UNED), España.

UNED es probablemente la universidad de educación a distancia más importante del mundo hispano-parlante. Desde el año 2000 la universidad usa WebCT como plataforma para la gestión de sus cursos con componente virtual.

Innova Desarrollo Tecnológico (http://www.innova.uned.es/index.adp) es un

departamento creado dentro del Instituto Universitario de Educación a Distancia (IUED).

Habiendo observado los riesgos que significa la dependencia en una empresa de software que provee la infraestructura de estos sistemas, Innova fue creado con el objetivo principal de desarrollar tecnologías que mejoren la calidad de la enseñanza virtual.

Después de considerar numerosas plataformas, Innova consideró que la mejor

opción para UNED y IUED era dotLRN. Esta decisión estuvo basada principalmente en:

• Flexibilidad, particularmente la posibilidad de adaptar el sistema a sus procesos

internos y a los estándares del idioma castellano a los que sus alumnos están

acostumbrados.

• Costo financiero. Debido a que el software usado es libre, UNED no tiene que

pagar licencias por su uso a ninguna empresa de software.

• Facilidad en la gestión de recursos. Innova encontró que dotLRN era

particularmente fácil de administrar.

Hoy en día, el IUED utiliza dotLRN para la enseñanza de 4.500 alumnos en 16

cursos, durante 500 sesiones diarias. IUED utiliza dotLRN en una configuración con la base de datos Oracle y el sistema operativo Linux.

Innova colabora activamente con la comunidad virtual desarrollando dotLRN,

particularmente en el sistema de internacionalización que permitió la traducción de dotLRN al castellano y a otros 7 idiomas. Innova también está trabajando en el desarrollo de un nuevo sistema de gestión de contenidos y en la utilización de estándares como XML-DocBook y “Educational Markup Language” (EML).

Universidad Galileo, Guatemala

La Universidad Galileo es la más joven de las universidades encuestadas y como tal tiene un gran interés en ser tecnológicamente innovadora. Desde 1998 utiliza ACS (el sistema predecesor a OpenACS, [8]), adaptándolo en forma muy exitosa a las necesidades de un grupo piloto. Debido a este exitoso inicio, Galileo adaptó el systema ACES [7] creando lo que ellos llamaron el Galileo Educational System (GES). GES tiene funcionalidades de avanzada, tales como mensajes SMS instantáneos para alumnos y profesores, herramientas de evaluación y agendas. Además, tiene funcionalidades que facilitan su administración e integración a otros sistemas internos, incluyendo integración con el protocolo LDAP, que permite la autenticación con otros sistemas de la universidad.

La Universidad utiliza GES para cursos presenciales así como cursos puramente a distancia. GES es utilizado para más de 500 cursos, 100 profesores y casi 3000 alumnos.

Debido al éxito de GES, North Face University en Utah, EEUU utilizará este sistema que está siendo integrado a la infraestructura de dotLRN.

Universidad de Sydney, Australia

El grupo de Ingeniería de Web, en la Universidad de Sydney, Australia, es parte

de la Escuela de Ingeniería Electrónica y de la Información. Investiga como utilizar técnicas de inteligencia artificial para mejorar sistemas informáticos como dotLRN [13]. 
El grupo también enseña cursos de ingeniería de software y de negocios en Internet [3].

Debido a la combinación de intereses, enseñanza e investigación, el grupo

seleccionó dotLRN como plataforma que permite tener un sistema utilizable y seguro, que puede ser utilizado para dictar cursos con una componente virtual, pero que al mismo tiempo puede ser modificado con funcionalidades innovadoras como las que se están investigando. Usar software libre le da múltiples ventajas y en la actualidad el grupo ha incorporado tecnologías de lenguaje a un sistema que funciona y donde pueden ser probadas por gran número de usuarios [15].

También, como Australia es un país que recibe un gran número de alumnos y

profesores extranjeros, el grupo está traduciendo el sistema a idiomas de importancia en el área: coreano, árabe y chino. Los desarrollos han sido diseñados para distintas plataformas, pero los sistemas de producción utilizan Linux y OSX y Postgres.

Uno de los proyectos de investigación de este grupo es estudiar como los

estudiantes aprenden al utilizar dotLRN. El enfoque de este estudio es determinar que es lo que los estudiantes perciben que están aprendiendo, y como lo hacen al utilizar dotLRN. Se espera que los resultados permitan detarminar principios para el diseño de cursos con aprendizaje virtual que sean independientes de la plataforma de software utilizada.

Conclusiones

En este artículo hemos descripto como los sistemas de gestión de la enseñanza

están siendo utilizados por universidades y empresas para facilitar la educación a distancia. En particular describimos las funcionalidades de dotLRN, un proyecto de software libre iniciado en MIT, que ahora es usado en un gran número de instituciones. 
Entre éstas, hemos seleccionado tres de las que damos algunos detalles adicionales sobre como estas instituciones usan dotLRN.

OPENACS

OpenACS (Open Architecture Community System) is a toolkit for building scalable, community-oriented web applications. OpenACS is the foundation for many products and websites, including the .LRN e-learning platform. OpenACS is open source and is available under the GNU General Public License.

Why use OpenACS?

OpenACS is unique in the breadth of services it offers developers and administrators. Millions of dollars and decades of developer time have gone into the maturation of OpenACS. 

You can read the technical reasons to use OpenACS.

How do I install OpenACS?


The installation documentation contains all the necessary steps to install OpenACS on a large variety of systems. There is also a Windows Installer (detailed information) and a Debian Package. Additionally you can use our FreeBSD Port or follow the short instruction for Darwinport. Last but not least you can try out OpenACS using one of our Knoppix CDs that have been built for .LRN.

A full list of ports for OpenACS can be found on our OpenACS Installers section. Also Check the installation requirements before installing. The current stable release is OpenACS 5.2.2. 

How do I work with OpenACS?


You can start by reading the documentation, specifically tips on customizing, the developer's tutorial, and
the FAQs. There is a OpenACS Wiki and a list of packages that extend OpenACS. 

For professional help, contact one of the OpenACS companies.

OpenACS: What it is and why to use it

OpenACS, the Open Architecture Community System, is a web application platform designed for high traffic community websites. 

Overview of Advantages

OpenACS is a web application toolkit in a very crowded field of systems that purport to offer similar features. However, OpenACS offers a number of advantages over competing platforms. 

Community in a Box 

The OpenACS is a community system that is ready out-of-the-box for collaborative web sites. It provides functionality for discussions, content management, personalization and other mechanisms for users to communicate. In addition, the utilities available to extend this core functionality are easy to learn and to use. 

Proven Architecture 

The components of the OpenACS have proven themselves in the most demanding of applications. AOLserver is the backbone for AOL's most heavily trafficked sites. Both databases, Oracle and PostgreSQL, have likewise responded with excellent performance in demanding environments. And the OpenACS is in deployment at sites that have upwards of 40K users and is doing swimmingly. 

Responsive Community 

The OpenACS community is full of very professional and committed open-source developers. The forums on OpenACS.org are well trafficked with discussions concerning OpenACS enhancements, solutions to bugs, and assistance to newbies, among other things. Help is offered and questions encouraged by gurus, wizards and the odd mortal programmer 

Commercial Support 

There are over a dozen companies dedicated to providing clients with OpenACS development and hosting. In addition to these companies, there are many independent consultants that are available for hire. This collection of commercial providers work together to maintain the OpenACS in addition to competing for clients. In fact, often times the vendors work together for the same client. Most importantly, no client is ever left without support, even if his or her original provider goes out of business. 

Excellent Documentation 

Unusual among open source projects, the OpenACS is very well documented. Community members are encouraged to document and distribute their new packages as well as address any lack of information in existing documentation. 

Commitment of Heavy Hitters 

Perhaps the most compelling reference for the OpenACS is the commitment of some very large and prestigious companies, institutions and non-governmental organizations. These include the MIT Sloan School of Management which has initiated and led the development of .LRN, an open-source courseware system build on OpenACS. Recently, the University of Heidelberg, the most prestigious German university, rolled .LRN out for their 40K users. In addition, the OpenACS was used to build the CMS for Greenpeace.org, a site that handles millions of hits per day. 

For developers

Beyond the advantages listed above, there are a number of enterprise-quality features for developers: 

· Automated testing 

· Flexible and easy caching, for improving the performance of your websites. 

· Extremely high performance and scalable database backed websites. The technology behind OpenACS powers some of the world's busiest web sites, such as AOL.com, Mapquest.com, Netscape.com, and Moviefone.com. 

· A mature technology base. OpenACS uses pooled DB connections (which reduces database connection startup and teardown time), much like the technique JDBC uses, but predating it by many years. OpenACS runs on a multi-threaded server, much like Apache 2, but predating it by many years. 

· High reliability. OpenACS runs on the Oracle and PostgreSQL relational databases. These databases both pass the ACID test, which is important in insuring the integrity of your data. Both database systems support transactions, referential integrity, and allow operations to be executed via a programming language within the database itself. Oracle and PostgreSQL support native database APIs (JDBC, Perl DBI) 

· Component package system for easy installation and upgrading of packages 

· Upgrade paths for code and database schemas 

· Full internationalization, including an excellent workflow for translating content into new languages. 

· Fully functional content repository and content management system. 

· A lightweight, simple, extremely fast scripting language that features a clean, easy-to-understand API (Application Programming Interface) for generating websites from the database. 

· Millions of dollars of research and development have been invested in improving the OpenACS API, making OpenACS one of the most mature platforms in the industry, involving years of thought and trial and error going into the design. 

· An elegant templating system that separates code from presentation of content. 

· An object system that resides on top of the database, permitting site developers to create complex applications using an object API. Examples include an object level permissions system, audit trails, and ability to relate one object to another. 

· A vibrant and active community willing to help out people who stumble across any problems. There are multiple dedicated major players in the community that are investing over 3 million dollars per year in the development of OpenACS. 

· OpenACS has extensive documentation, both on openacs.org, and included with the toolkit. 

· OpenACS is fully open source, with millions of lines of open-sourced applications available to use as examples. There are also pre-written packages for you to use or adapt. 

It offers a rich variety of already built, high quality applications: 

· Workflow 

· CMS 

· Bug/Issue tracker, 

· E-commerce 

· Blogger 

· Chat 

· Forums 

· Project-manager 

· Calendar 

· Webmail 

· many many many more 

When developers discuss OpenACS, they often overlook it because of programming language bias. We think that the most important thing about choosing a web platform is not the language you use, but the maturity and power of the API. In reality, it only takes an hour or two to learn to use Tcl, the language used to program OpenACS. It is a very simple and straightforward programming language. We encourage you to compare OpenACS's API with other platforms, instead of just comparing the programming language. Most of your time is spent using the API rather than the programming language, and you'll find that the OpenACS API is flexible and elegant, saving you significant amounts of time compared to other platforms. You don't often see job postings looking exclusively for language skills, such as "Hiring developer for developer with BASIC skills?". Usually it's the platform which is the most interest, which is why you see job postings looking specifically for "Microsoft Visual BASIC Skills" 

So why have you not heard about OpenACS before now? Mostly because of bad marketing, something we're starting to take more seriously lately! 

Bottom line: using OpenACS, you can shave 6 months to a year of development time off of your major projects because most of the common, integrated features have already been implemented for you. 

For administrators and website operators

OpenACS is moving beyond its developer roots and becoming a platform where administrators and non-programmers can set up an OpenACS website and take full advantage of its benefits without having to program. 

The initial installation and set up of an OpenACS website is more demanding than many of its competitors. We consider this a weakness OpenACS, but one that is being addressed in the community. For instance, binary installers are becoming available. 

You'll find a huge number of applications available for installation into your OpenACS website. You're able a great deal with your installation by changing configuration parameters with a web browser. If you do run into problems, please share them in our Q&A Forum We, as a community, are dedicated to making OpenACS available for non-programmers as well, and you'll find us helpful and friendly. 

The OpenACS community

OpenACS is also an international community of developers who develop and maintain the OpenACS toolkit for building websites. Tracing back to its origins at MIT, the toolkit incorporates advanced web engineering concepts, suitable for high traffic websites. 

A community of software developers and users maintains the system through bug fixes, security patches, development enhancements and other tasks at the community home site OpenACS.org. This community consists of members that range from independent volunteers to large institutional agencies. This vibrant community stays active by collaborating on new features for the core, maintaining contributed software, and at times acknowledges its academic roots and incorporates cutting edge or theoretical techniques. We also use OpenACS for our web-based collaboration. 

The toolkit evolved as an API to deal with the most common issues that developers run into with web sites, such as authentication and user management. You'll find that the years of thought that have gone into the design of the data models and API will make your life easier as a developer. 

See our Governance page for information about our decision-making processes, including OpenACS Improvement Proposals. 

The OpenACS Technology

OpenACS is built on a completely free and open source foundation. OpenACS runs on AOLserver and uses either the Oracle (which is not open-source) or PostgreSQL relational databases. AOLserver is used in the some of the most demanding, high-traffic web applications in the world. Its use is advised where you want to plan for scalable, demanding websites. 

No license fees will be incurred throughout the life of the system. All components, each of which has been tested in extremely high-demand environments, are freely available for download from the Internet. These components are: 

GNU/Linux – The most well-known open source software system, GNU/Linux is an enterprise class server operating system. It is highly tested, supremely stable and extremely scalable. In addition, it has an enormous base of knowledge and a wealth of qualified users and administrators. GNU/Linux is currently running sites such as Amazon.com, EBay and Orbitz.com. You can also run OpenACS on Windows or other UNIX variants, of course. 

AOLserver – The middle tier of the OpenACS is the high performance web application server AOLserver. Used by America Online to power the busiest sites on the internet such as AOL.com, Netscape.com, Mapquest.com and Moviefone.com. AOLserver is similar in scope to servers such as BEA Weblogic, IBM's Websphere and Apache's Tomcat. The features that make it a strong server include 

· a multi-threaded architecture for extremely efficient performance in high demand environments; 

· native database APIs for simplified database access 

· pooled database connections for fast, readily available database connectivity; 

· and an embedded scripting language (Tcl) for rapid development of business logic. 

AOLserver is also open source and is freely available from AOLserver.com 

PostgreSQL – PostgreSQL is the most advanced open source relational database available and was the first such database to be fully ACID-compliant (the requirements for a database to be called relational.) Begun as a project at the University of California at Berkeley, PostgreSQL has been in development for over 30 years. Until recently it was the database for Source Forge, premier repository of open source projects. Currently is it the database running the .INFO and .ORG registries. 

OpenACS – Enterprise class toolkit for community oriented web applications. (See above) 

Perspectives

· One users review of OpenACS, comparing it to LAMP, .NET, and the competition. 

History of OpenACS

OpenACS Home : About OpenACS : History of OpenACS 



by Ben Adida. 



In the Beginnning ...

Back in the summer of 1995, Philip Greenspun, Brian Tivol and I spent a few weeks in New York working at Hearst Publishing developing the Multimedia Newsstand. The tools available at the time were pretty pathetic. Netscape was at version 1.1 (barely), and about 30% of our visitors were still using v0.9. 

Philip had done his homework, though, and had chosen Naviserver as our web server platform. Naviserver was the brainchild of Jim and Doug, two amazing hackers who immediately understood how to build server-side web technology: 

· Built-in, simple, string-oriented, scripting language: Tcl, 

· Efficient multi-threading, 

· Simple and abstracted database access and connection pooling. 

We set out to create a web site with daily editorials, magazine sales and ordering, customer tracking, and quite a few more pieces. In about 12 weeks, it was up and running and happy. The Illustra RDBMS would crap out every now and then thanks to the Elan License Manager (among other problems), but overall Hearst was happy. The numerous utility procedures that we created and used that summer came together into what is now the utilities.tcl file in your ACS installation. The information so far should allow you to guess the reason why bt_mergepiece is called bt_mergepiece. 

Driving the Idea

It was Philip who then started to use Naviserver (later GNNserver, now AOLserver, all the same product) and Illustra to create a host of services that became greenspun.com, in addition to the early versions of photo.net. Philip created the initial versions of bboard, classified, neighbor-to-neighbor, and many other pieces all in order to manage the growing photo.net community. 

Philip continued to push AOLserver, eventually dropping Illustra by hiring Cotton Seed, another hard-core hacker, to write an Oracle driver. Oracle brought a whole new level of scalability and reliability to the thousands of lines of Tcl code already written. At that time, in early 1998, Philip officially created ArsDigita, LLC, in order to push the consulting work he was already doing. He brought on 6 people (Philip, Olin, Cotton, Terence, Ulla, and myself) to carry the initial ArsDigita flag (although I had almost nothing to do with the setup of ArsDigita to begin with). 

Philip brought on Jin Choi, one of the only people I know who deserves the title of "monster hacker." Together they went ahead and built entirely new services based on AOLserver/Oracle. The most famous of these was, of course, scorecard.org, an amazing site that anyone claiming to understand web scalability should take a look at (30 db-backed hits/second on Earth day running on one Sun Ultra 2). 

And There Was A Toolkit...

It was right around that time that Philip convinced me to come back and work full-time for ArsDigita. Jin, Eve, Tracy, Philip and I worked through the summer of 1998 on various projects (Levi Strauss, Cognet, ASME, Greentravel now away.com), while Philip kept talking about his grand-integration goal: combining all of these pieces into the ArsDigita Community System. 

Soon enough, the ACS was real. The first release was posted on December 8th, 1998, after a huge packaging, debugging, and integration effort led by Philip. The ACS became the backbone of all ArsDigita projects, and many hackers around the world started using it. 

With the rise of open-source software and the realization that good software can still be free, many people started wondering if the ACS could be made to run on some RDBMS other than Oracle. An Interbase port of the ACS v2.1 was created, but Interbase still cost money at the time (although it should be open-source and free by end of 2000). Many cheered for MySQL, but the lack of transaction and subselects makes it unacceptable for a true ACS (or for any critical system, for that matter). 

PostgreSQL

In December 1999, a small group of ACS hackers came together on SourceForge to create the ACS port to PostgreSQL. Following true open-source methods, we gave write permissions to anyone who showed enough competence to help out. The group soon grew to more than 20 people, with about 5 active developers. 

The initial name of the project, ACS/pg, was changed to OpenACS as the group realized that there was a need to push porting to possibly other databases than PostgreSQL (Interbase?). OpenACS further represents the importance of a fully open-sourced system that truly works in symbiosis with the Open-Source community. 

Philip and his team have done a tremendous job creating the processes and data model necessary to build scalable, reliable online communities. OpenACS hopes to bring this tremendous contribution to the world of fully open-sourced systems, available to anyone interested in building their own online community. 

AOLSERVER
Ventajas de AOLServer

Open ACS

Una de las principales razones por las que puede tomar la decisión de emplear AOLserver es Open ACS ( http://www.openacs.org ) que ofrece una serie de aplicaciones Open-Source con enfoque a usuarios en comunidad.

ADP ("Aol Dynamic Pages")

ADP "AOL Dynamic Server Pages" tienen el mismo funcionamiento que ASP ("Active Server Pages") o JSP ("Java Server Pages") , una página escrita en HTML que contiene fragmentos de un lenguaje de programación, en el caso de ASP se utiliza el lenguaje "VBScript" y para JSP se emplea Java, mientras que ADP de AOLServer utiliza "Tcl" ("Tool Command Language").

Interpretador Interno para "Scripts" 

Una de las ventajas que posee AOLServer es que incluye un interpretador Tcl embebido en su estructura, debido a esto es posible mantener "Scripts" en Tcl que se ejecutaran internamente. A diferencia de Apache, en donde el ejecutarse un "script" (CGI "Common Gateway Interface") existe la necesidad de iniciar un proceso nuevo. Cabe mencionar que AOLServer también tiene soporte para CGI, pero debido a la ejecución superior de "Scripts" (internos) en Tcl el uso de CGI(con Perl) es de muy poco uso.

Acceso a Base de Datos 

AOLServer mantiene grupos de conexiones latentes ("Pools") hacia bases de Datos, estas conexiones ("Pools") permiten a AOLServer realizar búsquedas más rápidas (no hay necesidad de continuamente abrir y cerrar la conexión con la base de Datos), actualmente existen drivers para las siguientes Bases de Datos: SOLID, Postgres, Oracle, Sybase, Informix, Interbase y MySQL. 

API Tcl y API en C 

Ya que AOLServer esta escrito en Tcl, AOLServer proporciona varias funciones en Tcl (API),algunas permiten: interactuar con la conexión de HTTP, mantener permisos de URL , accesar bases de datos, entre muchas más. AOLServer también proporciona un API en C, en dado caso que se requiera escribir un modulo especial que realice control de acceso,drivers de comunicación u otras funcionalidades .

Estructura de AOLServer 

Una vez instalado, AOLserver contendrá los siguientes directorios: 

· bin : Contiene los archivos ejecutables para AOLserver, estos incluyen: 

· nsd : Ejecutable principal de arranque que será utilizado en AOLserver . 

· *.so : Los archivos terminados en *.so son los módulos disponibles para AOLserver, algunos son: nscgi.so para ejecutar programas CGI's, nsdb.so para realizar conexiones a Bases de Datos, entre otros. 

· include : Incluye los "header" files (*.h) utilizados por AOLserver. 

· lib : Contiene librerías (API) utilizadas por AOLserver para construir módulos adicionales así como el interpretador/librerías de Tcl. 

· log : En este directorio se encuentran los registros ("logs") de actividad para AOLserver.(Analice estos registros con Analog ). 

· modules : Contiene las funciones (API) que son utilizadas directamente por AOLserver para facilitar aplicaciones; si en IIS/ASP (Active Server Page) de Microsoft se requiere escribir una función en VBScript o en Apache invocar un "Script en Perl" para enviar un email, en AOLserver es posible especificar una función de este API como ns_sendmail que además de facilitar su escritura eficientiza el proceso. 

· servers : Incluye subdirectorios específicos para cada servidor que sea ejecutado. ( Vea Servidores Multiples ) 

Servidores Múltiples AOLserver 

Existen varias razones por las cuales es necesario ejecutar varios servidores o "instancias" de AOLserver, entre ellas están:

Varios Sitios en el mismo "Host" 

Este caso se da cuando solo existe un "Host" (computadora física) que requiere enviar páginas de diversos sitios de Internet. Esto sería el caso de www.osmosislatina.com y desarrollo.osmosislatina.com cada dirección contendrá diferente contenido pero solo se tiene un "Host" para llevar acabo las operaciones. Esto es conocido como "Virtual Hosting". 

Lo primero que debe configurarse para realizar este tipo de operación son los puntos donde se encontraran los servidores de páginas, esto puede hacerse mediante múltiples direcciones IP o con puertos TCP, esto garantiza que el "Host" identifique cada sitio (www.osmosislatina.com y desarrollo.osmosislatina.com ) a diferentes nodos IP o puertos TCP, según sea el caso.

Que ocurre si se requieren varios sitios, pero solo se tiene acceso a un Nodo IP de Internet ? , se puede utilizar el modulo nsunix de AOLserver. 

Un solo sitio de Alta Carga 

Cuando se tiene un sitio de alta demanda es posible balancear la carga entre varios servidores ("Hosts") que realicen el trabajo, a diferencia de los casos anteriores en esta situación se asume que la carga es tan grande para un solo sitio que se requieren de varios "Hosts" (mientras los casos anteriores asumían que la carga era tan pequeña que era posible mantener 2 o más sitios en un "Host").

Cuando llega una requisición para el sitio de "alta carga" ésta se distribuye en los diversos "Hosts", comúnmente este balanceo de cargas se puede llevar acabo con un equipo especializado llamado load-balancer, sin embargo, es posible utilizar otro método en dado caso que no exista presupuesto o se desee mantener un nivel bajo de complejidad para toda la arquitectura, esta configuración es llamada Round-Robin DNS 
Round Robin DNS 

La base de este balanceo de cargas como su nombre lo implica depende de DNS, suponiendo que se requiere realizar balanceo de cargas al sitio www.osmosislatina.com , dentro del archivo de zona para osmosislatina.com serian agregadas las siguientes lineas ( RR Resource Records ):

	www1 IN A 192.168.1.30

www2 IN A 192.168.1.40

www IN CNAME www1

www IN CNAME www2


Las ultimas dos lineas alternan el servidor que será utilizado para enviar requisiciones de www.osmosislatina.com , un servidor es www1 y el otro www2, los servidores www1.osmosislatina.com y www2.osmosislatina.com no son utilizados directamente por el usuario sino que los RR CNAME son empleados para redireccionar las requisiciones hacia ellos, inclusive nótese que las direcciones IP utilizadas en esta configuración pertenecen a nodos IP para LAN's definidos en RFC-1918 , lo cual prohibe que estos nodos sean utilizados directamente para servidores de Internet y solo sean empleados como infraestructura interna de un sitio, lo que es comúnmente denominado Server Farm .

Tool Command Language
A scripting language for controlling and extending applications. Tcl is pronounced "tickle."

Tcl is similar to many shell scripting languages and other high-level programming languages. Its structure is less complex than that of C++ or Java, yet it can support control structures, variables, access to network sockets, and APIs for integrating applications. You can program at a higher level of abstraction than with C or C++. In addition, in Tcl, you do not have to address as many details as you would in C.

Tcl is extensible; that is, you can create your own commands and procedures if the functionality you want is not available as a supplied command. Tcl is an interpreted language rather than a compiled language, and works well across most development platforms, including UNIX and NT.
Introduction to the Tool Command Language

References

· Tcl and Tk Toolkit, John K Ousterbout, (Addison Wesley)< 

· Practical Programming in Tcl & Tk, Brent B Welsh (Prentice Hall PTR) 

· Tcl/Tk For Dummies, Tim Webster & Alex Francis (IDG Books) 

· Tcl/Tk Tools, Mark Harrison, (O'Reilly and Associates, Inc) 

· Tcl/Tk Pocket Reference, Paul Raines (O'Reilly and Associates, Inc) 

· Main Tcl/Tk Site - wiki.tcl.tk 

A Short Introduction to Tcl

The Tcl scripting language, usually pronounced Tickle, will be introduced using tclsh, a simple shell containing Tcl interpreter. Tcl is implemented as a C library for applications to use. Tcl Applications in C will not be covered. The author of Tcl uses the notation ?optional? to indicate optional arguments

The TCL Language

· No fix grammar 

· Defined by the interpreter (parser) and procedures that execute commands 

· Case sensitive 

· Scripts consist of one or more commands separated by newline or semicolons 

· Commands are basic execution elements 

· Command is followed by zero or more words which are parameters or arguments, each separated by white space 

Special Characters

\       Backslash use to escape character

        A \ followed by a carriage return extend the current line

;       Can be used to placed more than one command on the same line

$       Always precedes a variable

Command Evaluation

· Tcl commands call is sentence of the form command arg1 arg2 ... 

· Tcl parses each word in this sentence and then evaluates it. After evaluation of each word, the first word(command) is considered to be a function name and this function name and this function is executed with the following words as arguments. 

· To evaluate a word the interpreter has to do the following substitutions in the word string 

· Words surrounded by "" may contain spaces and carriage returns, but substitution is still applicable inside the quotation 

· Words surrounded by {} are unaffected - no substitutions 

· Parts of words surround by [ ] are considered a compile command sentence and the result of that command replaced with the result 

· Where substitution is applicable, every string beginning with a $ is replaced with the variable represented by the string 

Variable, command and backslash substitution

· $     variable substitution: can occur anywhere with a word

· [ ]   command substitution: every place within the brackets is evaluated as a Tcl script

· \     backslash substitution : escape for $, newline, quotes

Quoting and comments

· "     double quotes grouping allows variable substitution

· { }   curly braces grouping allows no substitutions

· #     comments - First non-whitespace character must be #

·       Note you must put a ; at the end of the command to have a comment

·       on the same line with a command

Variables

· are not declared

· contain strings of arbitrary length.  However, some commands will

· interpret them as numbers in which case the formats are:

· Integer: 255 (decimal), 0xff (hex), 0377 (octal)

· Floating Point: 0.1 1e-4 2.14+6

· Boolean: 1, true yes, 0 false, no

· Must be preceded by $ when used

· can be referenced indirectly

· Call by value in a command occurs when the values of the data is used.

· Variables will begin with a $

· Call by reference occurs when that variable will be modified.

· Variables will not a $

· Predefined Variables

· $argv0   Command name when invoking Tcl interpreter

· $argv    Arguments when invoking Tcl interpreter

· $argc    Number of arguments when invoking Tcl interpreter

· $env     An array of environment variables

Loading a Tcl Script

source file ;# where file is the name of your script 

History

· history                   List command line history control

· history keep size         Set size of history buffer

· history redo ?event?      Redo that Tcl command

· Special History Syntax

· !!                  Repeat the last command

· !number             Repeat the command number. If negative it counts backwards

·                     from the current command.  The previous command event is -1.

· !prefix             Repeat the last command that begins with prefix
· ^old^new            Globally replace old with new in the last command

· rename oldname newname     Chance the name of a Tcl command

· rename oldname {}          Removes the name of a Tcl command

How to Display something

To display a string use the command puts
puts "The value is $var"
puts [format "The number %d is 0x%02x" $var $var] 

Variable related Tcl Commands

· append VARIABLE ?VALUE..? Append values to end of defined variable

· incr VARIABLE             Increment defined variable by one

· incr VARIABLE VALUE       Increment defined variable by  value

· set VARIABLE              Display values of variable

· set VARIABLE VALUE        Set variable to value

· unset VARIABLE            Undefine a variable

· info exists var           Determine if variable $var exists

· info var ?pattern?        List of all visible variables or those matching the pattern
· </UL< pre>

Lists

· concat list ?lists..?             Joins multiple lists into a single list

· join list ?joinString?            Concatenates list elements into a string separated

·                                   by joinString character (Default blank)

· lappend varName value ?value?     Append each value  as a list element

· lindex list index                 Returns the index'th element form list.  Index from 0.

· linsert list index value ?value?  Return a new list with the index'th value inserted

· list ?value ...?                  Returns a list whose elements are the value arguments

· llength list                      Returns the number of elements in the list

· lrange list first last            Returns a new list with the first thru the last element

·                                   of list

· lreplace list index value ?value? Return a new list with the index'th value replace

· The key word end can be used with linsert, lrange, lreplace

· lsearch ?-exact? ?-glob? ?-regexp? list pattern
·                                   Search list and return index of match or -1 if no match                            

· lsort ?-ascii? ?-integer? ?-real? ?-increasing? ?-decreasing? list
·                                   Return a sorted list

· split string ?splitChar?          Return a list formed by the splitting string at

·                                   instances of splitChar character (Default blank)

Eval arg ?arg ... ?

The eval command does 

· concatenates all arguments in one string 

· splits this string using spaces as separators 

· evaluates the command sentence formed by all substrings 

Expressions

· expr arg ?arg ...?

The expr commands evaluates an expression after the arguments have been concatenated 

· Tcl Precision

· Integer have 32 bit precision

· Reals have 64 bit precision

· Conversion from real to string default to 6 significant digits

· Setting Tcl variable tcl_precision can change the default from 6 up to 17

· Arithmetic Operator Precedence

· - ~ !     Unary minus, bitwise NOT, logical NOT

· * / %     Multiply, divide, remainder

· + -       Add, subtract

· << >>     Left shift, Right shift

· < <=n> >= Comparison: less than, less than equal, Greater than, greater equal

· == !=     Equal, not equal

· &         Bitwise AND

· |         Bitwise OR

· &&        Logical AND

· ||        Logical OR

· A?B:C     Choice: if A then B, else C

· Arithmetic Expressions - Integer and Real

· See Arithmetic Operator Precedence

· Relational Expressions - Integer, Real and String

· See Arithmetic Operator Precedence

· Logical Expressions - Integer or Real

· 1 is true

· 0 is false

· See Arithmetic Operator Expressions

· Bitwise Expressions - Integers

· See Arithmetic Operator Expressions

· Mathematical Functions

· abs(X)      Absolute value

· acos(X)     Arc cosine 

· asin(X)     Arc sine

· atn(X)      Arc tangent

· atn2(X,Y)   Arc tangent of X/Y in range -Pi/2 to pi/2

· ceil(X)     Smallest integer not less than X

· cos(X)      Cosine

· cosh(X)     Hyperbolic Cosine

· double(I)   Real value equal to integer I

· floor(X)    Largest value not greater than X

· fmod(X,Y)   Real remainder of X/Y

· hypot(X,Y)  Square root of (X^2+y^2)

· int(X)      Integer value of X

· log(X)      Natural log

· log10(X)    Log base 10

· pow(X,Y)    X raised to the power of Y

· round(X)    Integer value produce by rounding X

· sin(X)      Sine

· sinh(X)     Hyperbolic sine

· sqrt(X)     Square root

· tan(X)      Tangent

· tanh(X)     Hyperbolic Tangent

Control Structure

· break                                     Premature loop exit

· continue                                  Continue with next loop iteration

· for {init} {test} {increment} {body}      Loop construct similar to C for statement

· foreach varName list {body}               Loop construct over a list of values

· if test1 body1 ?elseif test2 body2 ...? ?else body?
·                                           Conditional test

· switch ?-exact? ?-glob? ?-regexp? ?--? string pattern body ?pattern body..?  ...
·                                           Multi-way branch. The last pattern can be

·                                           default to match any value

· while test {body}                         A loop construct

Procedures and Scope

Variable are scoped
Procedures are scoped globally
Procedures are like C functions 

· global name1 ?name2 ...?       Declare global variables

· info globals ?pattern?         LIST of global variables or those matching pattern
· info locals ?pattern?          List of local variables or those matching the pattern
· proc name {params ?args?} {body_of_procedure}
·                                Define a Tcl procedure.  All variables within the body of the

·                                procedure are local to that procedure.  A default value can be

·                                given to a parameter by enclosing the parameter and value in { }.

·                                When the args is the last variable in the parameters list

·                                it contains the remaining arguments

· info args procedure            Returns a list of procedure arguments

· info body  procedure           Returns a list of procedure BODY

· info default proc arg var      Returns 1 if proc arg has a default value, default is stored in var
· info procs ?pattern?           Returns a list of Tcl procedures, or those matching the pattern
· return value                   Return a value from a procedure

· upvar ?level? ref localvar     Return a variable in a different scope (Call by Reference)
·      #0 is the level where Tcl starts 

· uplevel ?level? commands       Execute a command in a different scope

·                                (To build new control Structures)
Errors and Exceptions

· Generating an Error

· error message ?info? ?code?    Force an error or trace

· The 'error' command will stop execution of the script and return an error

· message that follows the error command

· This will cause the message to be put in

·   errorCode if code is specified

·   errorInfo if info is specified

· Generate exceptions

· return ?-code code? ?-errorinfo info? ?-errorcode errorcode? ?string?
· Return the string to caller

· code can be ok error return break continue or number for -code

· Put info in errorInfo for -errorinfo

· Put code in errorCode for -errorCode

· Trapping errors and exception

· catch {command} result         Catch errors and exceptions

· The 'catch' command can intercept a error and do error processing

· The results from the command or an error message is returned in result

· Return_code  Description                        Caught_by

·  0           Normal return. String gives value.  Not applicable

·  1           Error. String gives message         catch

·  2           return command invoked              catch,source,procedure

·  3           break command was invoke            catch,for,foreach,while,procedure

·  4           continue command was invoke         catch,for,foreach,while,procedure

· other        user defined                        catch

· Unknown Handler

· If an unknown command is found, Tcl  creates this command.

· proc unknown name args          Is the unknown command handler that you can create

·    where name   The name of the unknown command

·          args   The arguments passed to this unknown command

Trace
· trace variable name ops command Establish a trace on variable namesuch that command
·                                 is invoked whenever one of the operations specified by ops
·                                 Ops must consists of one or more of the characters t, w, or w.

·                                 Returns a null string

·                                 command is a procedure with arguments name index ops
· trace vdelete name ops command  Remove trace on variable name
· trace vinfo name                Returns a list of one element for each trace  currently on variable name
·  Example procedure

·      proc tracer {name index ops} {

·        upvar $name v

·        if {$index == ""} {puts "Variable $name is $v, ops is $ops"; return}

·        puts "Array $name ( $index ) is $v($index), ops is $ops"

·     }

Arrays

· Array are associated arrays

· Arrays are always unidimensional, but the index is a string

· Multi-dimension arrays can easily be built by placing a - or , between two variables

· Arrays can be referenced indirectly

· In an array command the arrays are call by reference .i.e no $

· Arrays must be global or a procedure must use call an array by reference

· set arr(index) value            Example of setting arr(index) to value
· puts $arr(index)                Example of using arr(index)
· array anymore $arr_id           Returns 1 if more elements remain the search id

· array donesearch $arr_id        End the search identified by id

· array exists array              Returns 1 if array exists

· array get arr                   Returns a list alternating between an

·                                 index and the corresponding array value

· array names arr ?pattern?       Returns a list of all indices defined for arr

·                                 or those that match the the string match pattern

· array nextelement $arr_id       Returns the next element in array in

·                                 the search identified by the token id.  Return an empty string

·                                 if no more elements remain in the search

· array set arr list              Initializes array arr for list list (Inverse of array get)

· array size name                 Returns the number of elements in the array

· array startsearch arr           Returns a search token for a search through an array

Formatting and Parsing Strings

· Formatting Conversions

· %?Formatting_Flags?Formatting_code

· Formatting Flags

· -          Left justify the field

· +          Always include a sign, + or -

· space      Precede a number with a space, unless the number has a leading

·            sign.  Usefully for packing numbers together

· 0          Pad with zeros

· #          Leading 0 for octal, 0x for hexadecimal, always include the decimal

·            point in floating point, do not remove trailing zeros (%g)

· Formatting Codes

· Code   Meaning           Example

· c      character         %c

· d      decimal           %8d  %-8d

· e|E    scientific        %8.1e

· f      float             %8.2f

· g|G    smallest of f|e   g8.3

· i      integer           %8i  %-8i

· o      unsigned octal    %#8o

· s      string            %8s  %-8s

· u      unsigned          %8u

· x|X    unsigned hex      %#8x

· format format_string $var...       Format a string similar to C sprintf

· scan string format var...          Parse strings similar to C sscanf

·                                    scan return the number of successful conversions

String Matching

· Relation operators apply to strings

· string compare ?-nocase? str1 str2  Compare string lexicographically.  Returns 0 if

·                                     is equal, -1 if str1 sorts before str2, else 1

· string match pattern str            Return 1 if str matches the pattern, else 0

·                                     Glob-Style Wildcards * ? [...] {a,b,..} ~ ~user

· Extended Regular Expressions Meta characters

· \         Use to escape character

· .         Matches any one character

· [...]     Matches any one character in a set

· [^...]    Matches any one character not in the set

· ?         Matches the previous character zero or one times

· *         Matches the previous character zero or more times

· +         Matches the previous character one or more times

· ^         Matching at the start the line

· $         Matching at the end of line

· ( )       Grouping

· |         Alternation

· regexp ?switches? pattern string variable ?matchVar...?
·                                     Regular expressing matching

·   -indices                          the match variables each contain a pair of numbers

·                                     that are are the indices delimiting the match

·   -nocase                           Upper and lower case are the same

·   --                                Allow - to be first part of pattern

· regsub ?switches? regexp string subspec varname
·                                     Substitution based on regular expression

·                                     & is entire match

·                                     \1...\9 are sub matches

·   -all                              Replace all occurrences

·   -nocase                           Upper and lower case are the same

·   --                                Allow - to be first part of pattern

String Manipulation

· string first str1 str2             Returns the index in str2 of the first occurrence

·                                    of str1 or -1 if str1 not found

· string index str index             Returns character at specified index

· string last str1 str2              Returns the index in str2 of the last occurrence

·                                    of str1 or -1 if str1 not found

· string length str                  Returns the length of the string

· string range str i j               Returns the range of character  in str from i to j
· string repeat string n             Return string repeated n times

· string replace str first last ?str2?
·                                    Replace characteer first thru last in str with str2
· string tolower str                 Returns the string converted to lowercase

· string touper str                  Returns the string converted to uppercase

· string trim str ?chars?            Trims the character in chars from both

·                                    the beginning and end of string str
· string trimleft str ?chars?        Trims the character in chars from

·                                    the beginning of string str
· string trimright str ?chars?       Trims the character in chars from 

·                                    the end of string str
· string wordend str ix              Returns the index in str of characters

·                                    after the word containing  the character at index ix
· string wordstart str ix            Returns the index in str of first characters

·                                    in the word containing  the character at index ix
Accessing Files

· cd path                           Change working directory

· close $fileid                     Close file

· eof $fileid                       Returns 1 if EOF

· file option name name             Query file system

· file atime name             Return file access time as a decimal string

· file attributes filename [??option [??value..??]]
·                            Query or set platform-specific attributes

·                            Linux/Unix options -group, -owner, -premissions

· file channels              Returns open channels

· file copy sourcefile targetfile  Make a copy of sourcefile to targetfile
· file delete filename        Delete file

· file dirname name           Return parent directory of name

· file executable name        Return 1 if name is executable

· file exists name            Return 1 if file exists

· file extension name         Return part of name form the last dot to the end

· file isdirectory name       Return 1 if name is a directory

· file isfile name            Return 1 if name is a file

· file join path ?dir?        make a complete pathname with /'s

· file lstat name var         Return the stat results of link name to var
· file mkdir directoryname    Make directory directoryname
· file mtime name             Return file modify time as a decimal string

· file native name filename   Returns platform specific name of filename
· file owned name             Return 1 if current user is the owner

· file pathtype filename      Returns one of absolute, relative, or volumnrelative
· file readable name          Return 1 if name is readable

· file readlink name          Return the symbolic link of name

· file rename fromfile tofile Rename fromfile to <TOFILE< b>

· file rootname name          Return all but the extension of name

· file size name              Return the file size

· file split filename         Returns a list of elements inf the path to filename
· file stat name              Return stat about name

· file tail name              Return all character after the last  /

· file type name              Return the file type

· file volumes                Returns / for Unix, list of local files for Windows or MacOS

· file writable name          Return 1 if name is writable

· flush  $fileid                    Flush output from an I/O fileid

· gets $fileid                      Read a line of input from an I/O fileid

· glob ?flags? ?pattern ?pattern?   Expand pattern in matching file names

· open filename ?access?            Open a file or process pipe

· Summary of the open access

· r         Open for reading, file must exist

· r+        Open for reading and writing, file must exists

· w         Open for writing, Truncate if it exists, Create if it doesn't exist

· w+        Open for reading and writing, Truncate or create

· a         Open for writing, file must exist, data is appended

· a+        Open for reading and writing, file must exist, data is appended

· POSIX flags

· RDONLY    Open for reading

· WRONLY    Open for writing

· RDWR      Open for reading and writing

· APPEND    Open for append

· CREAT     Create file if it doesn't exist

· EXCL
  f CREAT is also specified, then file cannot already exist

· NOCTTY    Prevent terminal device from becoming the controlling terminal

· NONBLOCK  Do not block during open

· TRUNC     Truncate the file if it exists

· puts ?-nonewline? $fileid string  Output a string to an I/O fileid

· puts -nonewline string            Use for prompting

· pwd                               Returns current working directory

· read ?-nonewline? $stream          Reads blocks of data from an I/O fileid

· seek $fileid offset ?-original?    Set seek offset for an I/O fileid

· tell $fileid                      Return current seek offset for an I/O fileid

Processes

· exec ?keepnewline ?--? arg ?arg?
·                                   Fork and execute a Linux/Unix command

· I/O Redirection

· >file          Redirect standard to file

· >@fileid       Redirect output to open fileid

· >>file         Append standardout to file

· >&file         Redirect standard output and standard error to file

· <file          Redirect standardin to file

· <@fileid       Redirect input from open fileid

· <<value        Pass value to subprocess

· exit  ?return_code?               Exit process

· open |command ?access?             Open a pipe for input or output

· pid ?fileid?                      Returns process pid

Misc

· auto_mkindex                Make an index of Tcl procedure for autoloading

·                             This creates the tclIndex file for use with the unknown command

·                             The unknown command uses this index to search for commands before

·                             calling your unknown handler  You inform Tcl where to look by

·                             lappend auto_path directory_path_to_script_library

·                             set auto_load 1 to turn this facility off

· clock clicks                Returns clock time in clicks

· clock seconds               Returns clock time in seconds

· clock format clockval ?-format format-string?
·                             Return clockval in seconds back in human-readable format

·                             Some options for >format-string>

·                              %%  %               %H  hour (00-23)   %U  week (01-52)

·                              %a  weekday(abbr)   %h  hour (00-12)   %w  weekday (0-6)

·                              %A  weekday(full)   %j  day (001-366)  %x  local date

·                              %b  month(abbr)     %m  month (01-12)  %X  local time

·                              %B  month(full)     %N  minute(00-59)  %y  year (00-99)

·                              %c  local date&time %p AM/PM           %Y  year (full)

·                              %d  day(01-31)      %S seconds (00-59) %Z  time zone

· clock scan datestr          Return the converted datestr> in clock seconds

· info                        Query the state of the Tcl interpreter

· info cmdcount              Number of commands executed so far

· info commands ?pattern?    List of all commands or those matching pattern

· info complete string       1 if string contains a complete Tcl command

· info functions ?pattern?   List of all functionsstring repeast abc 4

· info hostname              Returns the hostname of your computer

· info level                 Stack level of current procedure

· info level number          list of command and its arguments at the specified level of the stack

· info library               The pathname of Tcl library directory

· info patchlevel            The release patchlevel of Tcl

· info script                The name of the file being processed or NULL

· info tclversion            The version of Tcl

· subst string               Substitution without command evaluation

·                            Does not honor curly braces quoting

· time script ?count?        Measure execution timer of a command

Other Tcl Tools

· Expect is a software tool for automating interactive tasks 

· TckX is a diverse set of enhanchabcements fir Tcl 

· Tcl-DP provides an interprocess communications and supports RPC (Remote Procedure Calls) 

· inc Tcl is an Obejct-Oriented Programming Tcl 
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Abstract

We describe the OpenACS web application framework and dotLRN, its Learning and Community Management System. dotLRN is an ongoing open source project to deliver a complete course and community management infrastructure that is scalable, robust, extendable and complies to open standards such as SCORM. The software, which is currently used to deliver online courses and collaboration tools at a number of major universities, is based on the OpenACS platform that implements an object oriented data model on a relational database. dotLRN includes functionalities for the school portal, student and class management, calendars, forums, file sharing, etc. In this paper we discuss the architecture, the history, and the future of the OpenACS/dotLRN system. We also provide five case studies of institutions adopting it.

Introduction

With the increase of student enrolments, pressure in universities? budgets and the potential of new technologies for education, e-learning is becoming ever more prevalent. It is believed that learning and community management systems, that underlie e-learning initiatives, are to become part of the core for all educational institutions. This perception of the future has made many universities and large organizations aware of the risk of vendor lock-ins and maintaining the value of their most important assets -their training processes and materials. Institutions do not want these assets to be pegged to a single company. Two complementary approaches have been taken by many of these institutions: open source software and open standards. 

Open source software is increasingly popular in institutions that have a tradition of sharing knowledge, as is the case for schools, universities, and other publicly funded institutions. Moreover, many organizations often like to tailor their information systems to their own business processes and they benefit from open source software, since it allows them to customize it thoroughly. Open source licensing is used to distribute software implementations in a very flexible way: it allows organizations to copy, modify and distribute it without a licensing cost, normally, with the only condition that the software be distributed to others under the same licensing conditions. 

Open source allows the user institutions to reuse and customize the design and implementation done at other institutions, and even build into it novel features, as if they owned the system. Open source development has been adopted by many as a way of allowing customisability and reusability, and at the same time reduce licensing costs. Open source has big advantages over purely home grown systems. Building in house is often regarded as expensive and risky, because it doesn?t take advantage of the economies of scale that make software cheaper. Comparing to build the system from scratch and in-house, open source provides the advantages of proprietary software: lower (compared to both) initial investment and low ongoing development costs, but it has the high level of ownership and independence of in-house systems. 

In addition to open source, a number of open standards are being developed so organizations can maintain a certain level of independence and interoperability. As an example of these open standards, we can emphasize the Open Knowledge Initiative (OKI), that aims to define an open architecture specification to support the development of educational software [HREF6]; uPortal, a framework for producing a campus wide portal [HREF7]; IMS Open Specification Standards from IMS Global Learning Consortium [HREF8]; and The Sharable Content Object Reference Model (SCORM). 

The above two approaches: open standards and open source software are becoming increasingly important and are being used to build the e-learning infrastructure of universities around the world. E-learning is increasingly connected to the collaboration tools that academics use, therefore building tools that integrate both seamlessly is a worthwhile effort. 

In this article we describe the OpenACS web application framework and dotLRN [HREF9], an open source e-learning platform currently deployed to support online courses and academic research by several important institutions, including the Sloan School of Management at the Massachusetts Institute of Technology (MIT, USA), Heidelberg University (Germany), the Cambridge University (UK) and Universidad Nacional de Educaci󮠡 Distancia (UNED, Spain). In dotLRN, a number of collaborative applications are seamlessly integrated using a single data model. The system is implemented on the OpenACS web application framework [2], [HREF10], also described here. 

In section 2 we will discuss the system design and architecture of OpenACS and dotLRN, in section 3 we will present some case studies of institutions using the system and in section 4 we conclude.

dotLRN: System Design and Architecture

dotLRN was originally built by ArsDigita corporation (now part of RedHat) for the Sloan School of Management at MIT. The system was based on the ArsDigita Community System (ACS), which is a toolkit used by many large organizations such as Siemens, the World Bank and Levis. The original learning management system was called ACES [6], [9], [1] and distributed under the GPL open source license. The second version was released two years later under the name of dotLRN, with a new architecture described here.

System Design

The initial ACS platform was implemented on the AOLserver web server using the Tcl programming language and the Oracle RDBMS. In December 1999, the OpenACS project was commenced by a number of developers seeking to implement a version of ACS that would run on an open source RDBMS. Today, OpenACS is a mature project in its own right, with over 6000 members and at least 10 companies that provide commercial support and development.

As discussed, dotLRN is built using the OpenACS object oriented web application framework [2],[1],[HREF10] and this is designed to improve the reusability of design and implementation following software engineering practices [3],[4],[5]. OpenACS provides a standard data model and API that are briefly described in the next section. The framework?s object oriented architecture includes a content repository (used by most applications that need to store ?content?), a user/group management module used by a permission system, a request processor that enables persistence, authentication and templates.

In OpenACS, when a page is requested by a user, the request processor authenticates the user, then utilizes the user/group module (part of the core system) to authorize or not the request. If authorized, the page is custom made using the template system and the user model. The template system assembles the page from a number of content snippets, and this is sent by the server to the user. The template system assembles the page using content that may come from different applications (e.g. an application such as calendar or a particular event in a class schedule) and each piece of content is treated in a similar fashion, with a standard API. The permission system allows administrators to give read/write/administer permissions to any content ?object? in the system. The request processor provides persistence as well as mapping from a particular URL to an individual file/program that the server uses to produce that page.

The standard data model of OpenACS is very practical for several reasons. For the user, it allows extensive personalization features across all applications in a particular site. For administrators, OpenACS provides with a single template system, package manager and permissions system for all applications. If an administrator were to use a content management system from one vendor, a learning management system from another and collaboration tools from several others, the integration of all these tools would be cumbersome, and expensive. Additional systems would be required for single sign-on and many templates would need to be maintained.

A single data model can also be exploited to provide intelligent features such as automatic document classification tools [10] or novel information retrieval. In a related project, we have built a machine learning classification framework [12] into the PosgreSQL RDBMS. The framework will provide automatic classification features to all applications in OpenACS, including dotLRN.

dotLRN Architecture

dotLRN features a number of collaborative applications such as calendars, forums, file sharing, assessment tools, etc. that add up to the ones that the OpenACS framework provides (i.e. e-commerce, content management, workflow, webmail, etc). Many of these functionalities are similar to the ones found in other LMS such as WebCT and Blackboard, sometimes with additional features made possible by the common data model (e.g. a centralized alert system), sometimes with less due to the shorter product history. For the sake of brevity we will not discuss them here.

The OpenACS v4.6 framework architecture is described in Figure 1. The diagram has five main components: user, webserver, framework, database and services. The dotLRN architecture is similar in many ways to WebCT Vista [HREF11], but it uses OpenACS instead of BEA?s Weblogic framework, and it may use other databases besides Oracle, particularly PostgreSQL.

dotLRN user portal

The OpenACS architecture shown in Figure 1 is composed of the acs-core packages which provide an API for common functionality among other services and packages. The services are packages that do not interact with the user and establish an interface between the packages, where the actual application resides. Since dotLRN is built on the OpenACS framework, it inherits all OpenACS functionalities, modularity and features.

As an example, dotLRN uses the OpenACS calendar. Several calendar instances can be bundled in an individual student?s portal, displaying in a single page all the events for each course the student is enrolled in. Each view of a package (or piece of content) is called a ?portlet?. The system adapts the portal to each user by gathering information about the courses and communities that the user is enrolled or belongs to, and which applications these courses and communities are using. Each of these applications will then generate appropriate content shown in a portlet. It can also be personalized by the user who can add and remove these and other portlets.
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Figure 1: OpenACS and dotLRN Architectures

 

dotLRN communities

In a physical world institution, learners learn through the courses they take and the communities they interact in. In a company, the communities could represent special interest groups, or projects or just social gatherings. In the university, clubs and societies are very common. Both types of activities are supported in dotLRN, so all dotLRN applications may be used in either. This requires very clear scoping of each application so each course/community can have its own set applications, templates and permissions. dotLRN uses a ?subsites? concept that separates contexts between the different types of communities (?classes? and ?clubs?). Each subsite instance (?dotLRN_community?) may have its own permission structure (i.e. different people in different roles). Figure 2 shows in a class diagram how dotLRN communities can be classes or clubs, both types providing different sets of collaboration tools, roles for people and default templates. In both cases, these communities have their own instantiation of calendars, forums, news, groups, file sharing, etc. Figure 2 also shows this structure and how classes relate to the department and subject classes. ?departments? describes the standard organizational structure within the institution, ?subject? contains information that repeats over different instances of a ?class?. ?classes? specify people and their roles, start and finish dates, and other attributes that are specific to that instance. For example, ?Web Application Frameworks? (a subject) could be taught at the ?Department of Computer Science? (a department) in the second semester of 2002, by Juan Teacher, under the name ?Web Application Frameworks? (a class).
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Figure 2: Class diagram for dotLRN

Portlets

dotLRN uses the OpenACS Portal architecture to generate the user?s portal interface. dotLRN portlets implement the appropriate interface between OpenACS applications and the dotLRN portal. By doing so, these portlets deliver a customized functionality based on OpenACS applications. Figure 3 shows a class diagram for the portlet?s design.
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Figure 3: dotLRN portlets class package

dotLRN users

OpenACS can support complex user hierarchies by defining ?parties? that may be: ?users? identifiable by a distinct email, or a ?person? with distinctive first and last name, or a ?group? that maybe one or more of the above, or even other groups. These relationships are shown in Figure 4.

With this architecture dotLRN users can hold more than one particular role. For example, a user could be a teaching assistant in one class and a student in another. Therefore, the role of a user in a class would determine what the user is allowed to do in it. All the names of the roles and entities in dotLRN, such as class, communities, instructor, etc, can be easily changed to the needs of the institution or country where the system is used. The dotLRN class is a subclass of the OpenACS parties with ?role? as an attribute that can take values such as Student, Course Assistant, Instructor, etc.

Face to face or mixed mode courses normally vary in length, structure and contents supporting predefined learning outcomes. Purely online courses may go further and change for each student. Using student and learning models each student may be experience an adaptation of the original course. These features are called adaptive learning and are one of our research goals with dotLRN.
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Figure 4: OpenACS Parties package

OpenACS Content Repository and workflow

Web applications manage large amounts of little pieces of content. These pieces include postings in discussion forums, events in a calendar, news, attachments and even multimedia elements. In OpenACS every piece of content is registered in a content repository that standardizes the way applications access and manage this information. This additional layer of complexity pays off by making possible the reusability of all content management functionalities such as permissions, formatting or other novel functionalities that may have not been included at the time of designing an application. A service created for the content repository, such as a information retrieval or automatic document classification system, can automatically be used by all applications in the system. With a different architecture, the service would need to be re-implemented or adapted for each single application, making it aware of its internal representation.

The OpenACS workflow service also adds useful capabilities to dotLRN since it can be used to make applications ?workflow aware? in a standardized way. The workflow enabled application is able to use all the alert and event management capabilities built into the workflow package. The workflow system could arrange emails or SMS alerts to be sent when a task has been finished or needs to be started, it could arrange for the tasks to show in the users? centralized calendar or it could provide applications with features that were not considered at the time of designing them.

OpenACS Internationalization

Through a collaboration between Sloan School of Management, Heidelberg University and Greenpeace International, OpenACS and dotLRN are being translated and internationalised to a number of languages (locales). The internationalization project will allow dotLRN to be available in a number of languages including English, Spanish, and German. It will have enhanced support for running courses over different timezones. In order to achieve this a number of issues are being addressed including: scalability, character sets, translations and message catalogues.

dotLRN and SCORM

As discussed in the introduction, open standards compliance is an important requirement for e-learning infrastructure. The OpenACS community is committed to open standards, most recently a lot of effort is going into making dotLRN complaint with SCORM 1.3 standards. This should be available in July 2003.

The Sharable Content Reference Model (SCORM) is one of the most important of these initiatives and it aims to provide: 

· Accessibility, the ability to access training from remote locations and deliver trainings in any location. 

· Interoperability, a training or course developed in any platform can be taken in any other platform. 

· Durability, despite changes on the course delivery technologies, the course should be delivered properly as it was conceived. 

· Reusability, trainings or courses can be reused in other contexts and/or courses. 

The SCORM is a collection of specifications from industry groups such as the IMS Global Learning Consortium, Inc., the Aviation Industry CBT (Computer Based Training) Committee (AICC), the Alliance of Remote Instructional Authoring & Distribution Networks from Europe (ARIADNE) and the Institute of Electrical and Electronics Engineers (IEEE) Learning Technologies Standards Committee (LTSC).

SCORM defines a conceptual model for Web-based learning based on its ?Content Aggregation Model? and ?Runtime Environment.?
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The implementation of SCORM 1.3 in dotLRN, is being developed by Sussdorff-Roy GbR (Germany) and the Web Engineering Group (University of Sydney). The project includes the following functionalities:

· Import/export of SCORM compliant learning objects SCORM compliant courses can be seamlessly imported into dotLRN and be deployed to a particular class or community maintaining dotLRN native permissioning system. The addition of IMS Content Packaging specifications, allows dotLRN to export courses and classes following the standard so it can be use in other e-learning platforms that are IMS Content Packaging and/or SCORM complaint.
  

· A tool to manage SCORM courses within the OpenACS/dotLRN framework, An administrative tool to manage SCORM compliant courses, including a full metadata search of all SCORM courses (content aggregations), sequences (activities), SCO/As (learning objects), and assets (files). This tool facilitates finding learning resources to be reused by other courses (content aggregations). Regrouping these learning resources in different courses that serve different purposes fulfils the final goal of SCORM. Given the flexibility of dotLRN content repository, SCORM learning objects are shared among lectures who want to create their own content aggregation or courses. Moreover, and leveraging on dotLRN robust architecture, lecturers and/or content developers can take advantage of automatic versioning of their learning resources.
  

· A runtime environment (launching and delivering SCOs and tracking) In order to deliver web content learning objects and track the results achieved by the learners, dotLRN is fully compliant with SCORM runtime environment to launch and deploy learning resources on a web browser. Leveraging on the OpenACS/dotLRN internationalization functionality, SCORM delivers would deliver customize course content in the learner?s default locale.
  

· A learning objects sequencing engine SCORM 1.3 includes a complex sequencing engine for delivering SCORM learning objects based on IMS Simple Sequencing Specifications (do we need to reference this?). This sophisticated sequencing engine allows lectures and/or content developer to create complex sequencing structures of learning objects that accommodate to the learner?s learning performance. 

 

Case studies

Sloan School of Management/ Massachusetts Institute of Technology

Sloan is MIT's business school and the main driver for the dotLRN project. The original developer, ArsDigita Corp. collaborated with the Sloan School of Management writing the original implementation of dotLRN, formerly called the Arsdigita Community and Educational Solution (ACES). Eight classes used the system as part of a pilot program in Fall 2000, leading to a user community of approximately 700 students and faculty. After the successful pilot, Sloan extended its use to all its courses through SloanSpace v1.

MIT?s is a world leader in many areas, particularly in sharing software and ideas. DotLRN, together with the Open Knowledge Initiative, the Dspace digital library project and the Open Courseware project are part of its Council of Educational Technology [HREF12], all making their outcomes available to the community or the so -called ?Intellectual Commons?. Since the origins of dotLRN, Sloan has maintained the software available to everyone under the GPL license. Even though several universities are already using it, the first official release of dotLRN 1.0 will happen in July 2003. dotLRN 1.0 is the software behind SloanSpace v2.0.

Sloan is also coordinating a management structure around the project with a technical advisory board that provides guidelines on architectural and implementation issues, a user advisory board provides recommendations from the user perspective and Executive Board that mostly looks after funding and provides Universities with means for solidifying the ownership of the project.

SloanSpace?s dotLRN infrastructure runs on Solaris servers and Oracle.


Heidelberg University

The University of Heidelberg is over 600 years old, the oldest university in Germany and one of the oldest in Europe. It has almost 30,000 students every year and its academics have included 8 Nobel Prize winners.

The first standard e-learning platform in Heidelberg was WebCT. The university started tests in 2000 and went live with a number of courses in 2001. Soon after its launch, the academics and administration of the university believed that the software was designed around a North American educational paradigm and that WebCT's adaptation to the European market had little to do with the examination of different university traditions, but was limited to a one-to-one translation of the software. This became even more obvious with the sudden change in licensing, which would have resulted in a many fold increase in costs for the same functionality. Since in Germany education is paid by the state it is not possible to offset long-term expenses by slight increases in tuition or fees at one university. It suddenly became difficult to justify spending such a large amount of money without any influence over future development. The licensing restricted us from making modifications to the software to better fit our needs.

Carl Robert Blesius who contributed all the information for this case study explains that the university was looking for an investment in infrastructure that would also benefit the whole.

Since sharing new ways of teaching and learning across institutions and national borders is nothing new for universities, they considered that this shouldn?t be any different. The university did not want this tradition of collaboration and sharing to be limited by licensing terms: ?Collaboration in learning and research is essential for us and we want to retain some control over the tools we use for this. The tools should be subject to peer review and shared (which again is not a new concept for universities), they should not be trade secrets.?

In the first stage dotLRN will serve 2-3,000 users that are being migrated this year. Soon after it is expected that all 25,000-35,000 faculty, students and staff will have access to the system. This year they are running 100-150 courses.

Heidelberg is the main driver behind the internationalisation effort (i18n) and is improving the support for External Authentication, extending the Wimpy Point presentations package, improving group registration options, building a Curriculum package and Workflow integration.

Heidelberg?s production system were planned to be running dotLRN on Solaris and Oracle. Due to the success of the tests on Linux and Postgres they expect to use a combination of Solaris and Linux. Reducing costs but maintaining the highest standards for the most critical applications.


University of Cambridge

The University of Cambridge in the United Kingdom is one of the oldest Universities in the world. It has a world-wide reputation for outstanding academic achievement and the high quality of research undertaken in a wide range of science and arts subjects. The University pioneers work in the understanding of disease, the creation of new materials, advances in telecommunications and research into the origins of the universe. It trains doctors, vets, architects, engineers and teachers. The University's achievements in the sciences can be measured by the sixty or more Nobel Prizes awarded to its members over the years.

Over the past 15 years, the University of Cambridge has been developing online resources to support teaching. More recently, the University has been involved several initiatives to develop standards such as IMS and OKI (Open Knowledge Initiative).

The University of Cambridge in the UK started in 2003 running a pilot programme to assess the feasibility of using dotLRN as their main e-learning and collaboration platform.

Although Cambridge is currently not using dotLRN to support teaching at the moment, it has deployed it to support research and other campus communities with good possibility for eventually become the basis of their course and content management. Today, dotLRN at Cambridge has 300 users and it is expected to grow quite rapidly.

In addition, Cambridge has acquired Coursework from Stanford, Stellar from MIT and it has few in-house solutions. In order to find a system that best suits their needs, Cambridge has deployed Blackboard Basic Edition and also experimented with JetSpeed (Open Source implementation of an Enterprise Information Portal) and followed the development of University of Michigan?s Comprehensive Collaborative Framework (CHEF).

Cambridge has several reasons to work with Open Source initiatives: primary, the ability to modify and extend the software to tailor it to their educational processes. John Norman, director of Cambridge?s Clinical and Biomedical Computing Unit (CBCU), emphasizes that ?? a successful open source process actually results in more robust and useable software (although how to get a good process going is not trivial of given).?
 

Universidad Nacional de Educaci󮠡 Distancia

Universidad Nacional de Educaci󮠡 Distancia (UNED), based in Spain, is the most important distance education university in the Spanish speaking world. Since 2000, when they ran they first pilot programme, their main e-learning platform has been WebCT.

Innova Desarrollo Tecnol󧩣o [HREF13] is a unit set up by the University?s Institute of Distance Education (IUED) to develop innovative technology as is needed for quality distance education. The Institute teaches continuing education, postgraduate and adult education programmes within UNED. Innova chose dotLRN as their main platform for the following reasons:

· Flexibility, since it could be adapted to the language and university?s processes; 

· Ease of administration in contrast to WebCT which they found difficult to administer. 

· Cost advantage, as compared to the recently increased licensing costs of the other available platforms. 

They are now using dotLRN to teach to 4,500 students in 16 courses through 500 sessions a day. The system runs on a Linux and Oracle platform. Innova is also collaborating in the internationalisation efforts with the OpenACS community. The dotLRN system being used now is based on ACES and has been translated to Spanish. Innova is working in a making a Spanish version of the new dotLRN also available in the short term. Innova is also working on a document management system using XML-DocBook and EML.


University of Sydney ? Web Engineering Group

The Web Engineering Group at the University of Sydney teaches undergraduate courses in e-commerce and software engineering. The group has developed several packages for OpenACS. It is the common platform for research projects in e-learning, knowledge management and language technologies. DotLRN is also used as knowledge management and collaboration tool by the members of the group and collaborators.

As a research project to compare student perceptions on different e-learning systems, we will use the ?Introduction to e-commerce Systems? unit, a course in the first semester of 2003, as a sample. The course has an enrolment of about 220 students, and it will be divided in two groups, one using the University supported platform (WebCT) and the other using dotLRN. At the end of the course a survey will be used to measure students? perception of each platform, and how it supported their learning.
 

Conclusion

We have described the OpenACS web application framework and the dotLRN e-learning system, their basic features and architecture. The system is licensed under the GPL open source license and is being used at several universities around the world. We described the content repository and workflow system were we are planning future work integrating machine learning models used in managing learning objects and processes.

dotLRN is built using the OpenACS web application framework, and designed for reusability of design and implementation. We have showed how the architecture reduces the effort of building new functionalities. In fact, the architecture is similar to other commercial products, but may use a fully open source application stack, including database and application framework.

OpenACS
Derived from the ArsDigita Community System which was donated to the open source community, OpenACS is an extremely rich environment for building web applications and services.

[image: image9.png]OpenACS Web Solution

Standard
Applications|

AOL Server AOL Server Modules




OpenACS delivers a large amount of functionality out of the box with no custom development:

· Ad Server 

· Course Management 

· E-Learning 

· E-Commerce (including online payment gateways) 

· Flexible access control (including multiple authentication methods) 

· Forums 

· Content Management 

· Trouble/Bug Ticket Management 

· Events Management 

· Weblogging 

· RSS Aggregator 

· Image Library 

· Online Surveys 

· Internationalisation (currently supporting 36 languages) 

And this is not an exhaustive list!
OpenACS also includes a rich set of developer libraries allowing for high levels of code reuse between your custom application and the standard applications. The developer community is strong and well funded with over 80 regular code committers and many more patch submitters. If this is techno-babble to you, basically it means that your custom application can be delivered with OpenACS in significantly less time and budget than you would expect.

OpenACS is used for many large and mission critical applications—you can read more about OpenACS at the website openacs.org
dotLRN

Built on top of OpenACS is the dotLRN e-Learning and course management system. dotLRN was originally developed for MIT's Sloan School of Management. It has subsequently been further enhanced and now favourably compares with commercial course management systems costing many millions of dollars. It is used by many large Universities and is being investigated by many more.

You can read more about dotLRN at the website dotlrn.org.

Perl

Perl is a well established development language for Internet technologies. The combination of Perl, the Apache web server, mod_perl and the Mason templating system allows complex web applications to be developed in a very structured manner. The code re-use afforded by the CPAN (Comprehensive Perl Archive Network) allows developers to focus on the real business problems by delivering many hundreds of basic (and not so basic) building blocks.

Similarly, the combination of Perl and the POE (Perl Object Environment) provides a framework for rapid development of network servers. Connect POE with CPAN modules such as the finite state machine Workflow module and you have the beginnings of a potent business process engine.

Other tools

Sometimes great solutions need imagination and innovation. pumptheory.com has the cross technology and cross platform experience to identify the best tools to use when designing and building your solution. Occasionally we need to train or hire in outside expertise. Among our non-core tools, some of the more regularly used are:

	Development Languages/Toolkits
· AOLServer [image: image10.png]A AOL server




· OpenACS 

· Perl (mod_perl, mason, POE) 

· PHP [image: image11.png]Php)




· AppleScript [image: image12.png]



· JavaScript 

· XML / SGML 

· XML-RPC / SOAP 
	Databases
· PostgreSQL [image: image13.png]



· Oracle [image: image14.png]



· MySQL [image: image15.png]“4SQL




· FileMaker [image: image16.png]W FileMaker.




· Informix 


